
 

 
 
 

 

 
Abstract - Over the past several years, data has been growing 

immensely in all business sectors. While many industries are 
successful in performing big data analysis to benefit from data 
sets, health care sector has started to take small steps to move 
forward. Health care providers and investors are actively 
investing in data analytical capabilities to successfully benefit 
from these data sets. This move will help them to have a better 
understanding of the complexity of changing health care 
environment. Our goals are to manage and integrate various 
unstructured health care big data sets in a secure environment, to 
generate useful knowledge from these unstructured data sets and 
to translate the knowledge into a working useful practical model. 
The main focus of this research project work is to build an 
application system for early identification of diseases. This 
application system can be a very helpful tool for the health care 
service providers to improve both overall quality and efficiency 
in the health care area. The application system is built, using 
Naïve Bayes(NB) classification algorithm running on top of 
Apache Mahout, to recommend the health conditions of users, 
readmission rates, treatment optimization, and adverse events. 
The existing health care approaches are mostly based on 
standard regression methods, which have limitations. Our 
research is on analyzing and using new big data methodologies. 
We use NB classification algorithm for diagnosing the diseases 
and providing necessary treatments suggestions. Once the disease 
is identified, delivering the correct care to the patients should 
optimize treatment cost. Also average life expectancy of people 
can be increased if they are treated with the appropriate care 
from early stages.  
 

Keywords - Big Data Analytics, Health Care, Predictive 
Analytics, Hadoop, Data Sets, Cloud, Mahout, R Language, Data 
Mining, Apache Spark, Incomplete Data, Naïve Bayes Classifier, 
Iterative Learning and Random Forest. 
 

I. INTRODUCTION 
Research on health care has intensified in the past few years 

as it is seen as a means of garnering insight into human 
behaviors. The goals of the research work are to manage and 
integrate various health care big data sets in a secure 
environment, to generate useful knowledge from these popular 

 
 

 
unstructured data sets, and to translate the knowledge into   
working useful practical model. 

 
     The main focus of the research work is to build an 
application system for early identification of diseases. This 
application system is a very helpful tool for the health care 
service providers to improve both quality and efficiency in 
health care. The application system is built around Naïve 
Bayes(NB) classification algorithm to analyze deteriorating 
health conditions, readmission rates, treatment optimization 
and adverse events. We are aiming to provide a model for 
health care providers and patients. This model can diagnose a 
disease from its symptoms provided by its users. Once the 
disease is identified, delivering the correct care to the patients 
optimizes treatment cost. Furthermore the overall quality and 
efficiency of health care is improved. Also average life 
expectancy of people can be increased if people are delivered 
the appropriate care from early stages. With the use of big data 
analytics on health care, it becomes easier to get health related 
predictions for patients. Our application system will also 
provide a faster response to patients and hence promotes 
affordable healthcare solutions to the community.  

 
 With big data analytics we are able to rapidly analyze both 
structured and unstructured data sets aiming to improve 
patient care facility. Getting medical insights from a reliable 
source would be greatly beneficial to both patients and doctors 
to enhance preventive care. We as a society need to start 
creating our own metrics for how health care quality is 
defined. In the sense of looking at costs, we know where 
there's avoidable cost in health care. We just need to get folks 
the data they need to avoid those pitfalls. Our application 
system is very useful in primary health care analysis of 
patients as this provides a free and early diagnosis of the 
disease. It will have a huge impact on the health of the society 
as the user can get treatment prescription based on the 
symptoms and thus he can get faster and more accurate 
treatment. Also with this approach information is shared with 
doctors too, thus they can also get second opinion before 
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prescribing any medicine to the users, based on the treatment 
given by other doctors.  
  
A. Problems and Motivation 
 Existing health care services are very expensive and it’s 
difficult for everyone to afford it. Research has shown that in 
USA, a lot of money is spent on health care every year but the 
returns are least, nearly 30 cents are wasted in every dollar 
spent for health care, accounting to a loss of $750 billion 
annually. Chronic diseases are found to be second highest in 
America, with Australia topping the list. Even if America is 
spending a lot of money on health care due to lack of 
preventive cares, people pay least attention to their lifestyles 
habits. Studies have proven that the leading cause of death in 
US is due to medical errors, 1000 people die everyday due to 
mistakes done by hospital authorities. There is a lack of 
application systems which can help a patient know what 
disease he may have depending upon the symptoms he feels. 
So that he can approach the doctor with some background 
information about his condition.  
 
     Our application system comes into picture.  Its primary 
functionality is to take input from patients in the form of 
symptoms, and predict the potential diseases they are having. 
Our application allows the patients to get a primary health care 
advice, which will help him to buy over-the-counter 
medicines, without going to the doctor. Our application will 
help health care providers also; they can use the data to 
understand about various symptoms, which cause various 
diseases. Thus the doctors can treat his patients more 
effectively. This can help health care authorities to get 
overview of the health of the society and can help them to take 
preventive measures in advance.  

   

II. BACKGROUND AND MARKET RESEARCH

Big Data has enabled huge savings with about more than 
$300 billion in a year. Clinical expenditure is the maximum 
savings with about $108 billion in waste. A Big Data 
revolution is under way in health care. Start with the vastly 
increased supply of information. Over the last decade, 
pharmaceutical companies have been aggregating years of 
research and development data into medical databases, while 
payers and providers have digitized their patient records.  
         

Meanwhile, the US federal government and other public 
stakeholders have been opening their vast stores of health care 
knowledge, including data from clinical trials and information 
on patients covered under public insurance programs. In 

parallel, recent technical advances have made it easier to 
collect and analyze information from multiple sources- a 
major benefit in health care, since data for a single patient may 
come from various payers, hospitals, laboratories, and 
physician offices.  Open-source Hadoop is a framework used 
by many companies as a high-performance, scalable and 
relatively low-cost option for dealing with big data. Training, 
professional services and support are needed to effectively 
deploy Hadoop solutions using the open source framework. 
Vendors such as Greenplum (a division of EMC), Microsoft, 
IBM and Oracle have commercialized Hadoop and aligned 
and integrated it with the rest of their database and analytic 
offerings. SaaS is an important technology for democratizing 
the results of big data. SaaS-based solutions allow health care 
entities that control subsets of data to expose access through 
services that eliminate some of the aggregation and integration 
challenges. Additional services that facilitate analytics, both 
basic and advanced, can be made part of the overall offering. 

 

A. State of Art 
In modern times there are multiple health care groups, 

which are of different age and race. The current solution just 
analyzes data they don't take into consideration the race and 
they don't try to find patterns.  While health care costs may be 
paramount in Big Data’s rise, clinical trends also play a role. 
Physicians have traditionally used their judgment when 
making treatment decisions, but in the last few years there has 
been a move toward evidence-based medicine, which involves 
systematically reviewing clinical data and making treatment 
decisions based on the best available information. Aggregating 
individual data sets into Big Data algorithms often provides 
the most robust evidence, since nuances in subpopulations 
(such as the presence of patients with gluten allergies) may be 
so rare that they are not readily apparent in small samples.” 
It’s required to analyze hidden patterns to get productive and 
treating patients effectively. So there is a huge requirement for 
such systems. 
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Figure 1. Per capita health expenditure

B. Literature Survey 
In a research paper published in 2010 in which they tried to 

research about various health data of immigrants in Canada 
and in this they came up with various statistics for the death 
and birth rates also they found the risk factors for affecting the 
same. We aim to perform analysis on current existing data  
sets. As a new concept that emerged in the middle of 1990's, 
data mining can help researchers gain both novel and deep 
insights and can facilitate unprecedented understanding of 
large biomedical datasets. Data mining can uncover new 
biomedical and health care knowledge for clinical and 
administrative decision-making as well as generate scientific 
hypotheses from large experimental data, clinical databases, 
and/or biomedical literature. 
 

III. THE NAIVE BAYES MODEL FOR CLASSIFICATION

NB classifier is composed of structures and parameters. The 
classifier has simple star-like structures and is unnecessary     
to learn, so the parameter estimation is the core of learning NB 
classifier with complete data. 

  
A.  The Structure of NB Classifier 

Naive Bayes classifier assumes that the attribute variables 
are conditionally independent given the class variables, so it 
has the star-like structure shown in figure 1. The Naive Bayes 
Classifier technique is based on the so-called Bayesian 
theorem and is particularly suited when the dimensionality of 
the inputs is high. Despite its simplicity, Naive Bayes can 
often outperform more sophisticated classification methods. 

  
C 

 
 
 
 

X1 X2 ...  ... Xn 
 

Figure 2.  The structure of Naive Bayes classifier 
 

To demonstrate the concept of Naïve Bayes Classification, 
consider the example displayed in the illustration above. As 
indicated, the objects can be classified as either GREEN or 
RED. Our task is to classify new cases as they arrive, i.e., 
decide to which class label they belong, based on the currently 
exiting objects. 

 

 
Figure 3.  Example illustrating the Naïve Bayes     
Approach

 
Since there are twice as many GREEN objects as RED, it is 

reasonable to believe that a new case (which hasn't been 
observed yet) is twice as likely to have membership GREEN 
rather than RED. In the Bayesian analysis, this belief is known 
as the prior probability. Prior probabilities are based on 
previous experience, in this case the percentage of GREEN 
and RED objects, and often used to predict outcomes before 
they actually happen. 
 
Thus, we can write: 
 

 
 
Since there is a total of 60 objects, 40 of which are GREEN 
and 20 RED, our prior probabilities for class membership are: 
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Having formulated our prior probability, we are now ready to 
classify a new object (WHITE circle). Since the objects are 
well clustered, it is reasonable to assume that the more 
GREEN (or RED) objects in the vicinity of X, the more likely 
that the new cases belong to that particular color. To measure 
this likelihood, we draw a circle around X which encompasses 
a number (to be chosen a priori) of points irrespective of their 
class labels. Then we calculate the number of points in the 
circle belonging to each class label. From this we calculate the 
likelihood:

Figure 4.  Implementing Naïve Bayes Approach 

From the illustration above, it is clear that Likelihood of X 
given GREEN is smaller than Likelihood of X given RED, 
since the circle encompasses 1 GREEN object and 3 RED 
ones. Thus:

Although the prior probabilities indicate that X may belong to 
GREEN (given that there are twice as many GREEN 
compared to RED) the likelihood indicates otherwise; that the 
class membership of X is RED (given that there are more RED 
objects in the vicinity of X than GREEN). In the Bayesian 
analysis, the final classification is produced by combining 
both sources of information, i.e., the prior and the likelihood, 
to form a posterior probability using the so-called Bayes' rule. 
 

Finally, we classify X as RED since its class membership 
achieves the largest posterior probability. 
Note: The above probabilities are not normalized. However, 
this does not affect the classification outcome since their 
normalizing constants are the same. 
 
In the previous section, we provided an intuitive example for 
understanding classification using Naive Bayes. In this section 
are further details of the technical issues involved. Naive 
Bayes classifiers can handle an arbitrary number of 
independent variables whether continuous or categorical. 
Given a set of variables, X = {x1,x2,x...,xd}, we want to 
construct the posterior probability for the event Cj among a set 
of possible outcomes C = {c1,c2,c...,cd}. In a more familiar 
language, X is the predictors and C is the set of categorical 
levels present in the dependent variable. Using Bayes' rule: 

where p(Cj | x1,x2,x...,xd) is the posterior probability of class 
membership, i.e., the probability that X belongs to Cj. Since 
Naive Bayes assumes that the conditional probabilities of the 
independent variables are statistically independent we can 
decompose the likelihood to a product of terms:            

                    

and rewrite the posterior as: 

Using Bayes' rule above, we label a new case X with a class 
level Cj that achieves the highest posterior probability. 
Although the assumption that the predictor (independent) 
variables are independent is not always accurate, it does 
simplify the classification task dramatically, since it allows the 
class conditional densities p(xk | Cj) to be calculated 
separately for each variable, i.e., it reduces a multidimensional 
task to a number of one-dimensional ones. In effect, Naive 
Bayes reduces a high-dimensional density estimation task to a 
one-dimensional kernel density estimation. Furthermore, the 
assumption does not seem to greatly affect the posterior 
probabilities, especially in regions near decision boundaries, 
thus, leaving the classification task unaffected. 
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B.  The NB Classifier Flow Chart 
 

Figure 5.  NB Classifier Flow Chart 

Classification (also known as classification trees or decision 
trees) is a data mining algorithm that creates a step-by-step 
guide for how to determine the output of a new data instance. 
The tree it creates is exactly that: a tree whereby each node in 
the tree represents a spot where a decision must be made based 
on the input, and we move to the next node and the next until 
we reach a leaf that tells you the predicted output. The 
classification tree literally creates a tree with branches, nodes, 
and leaves that lets us take an unknown data point and move 
down the tree, applying the attributes of the data point to the 
tree until a leaf is reached and the unknown output of the data 
point can be determined. We learned that in order to create a 
good classification tree model, we need to have an existing 
data set with known output from which we can build our 
model. We also divide our data set into two parts: a training 
set, which is used to create the model, and a test set, which is 
used to verify that the model is accurate and not over fitted 
 

 

Figure 6.  Efficiency Chart-Naive Bayes 
 
The above chart shows that the accuracy rate of the predicted 
results is always high for discretized data when compared to 
raw data (un-preprocessed). This is because the Supervised 
Discretization used for discretization is based on the clustering 

of data with the knowledge of class. Also the time taken to 
build model for raw data is high when compared to the time 
taken to build model for discretized data. 
 

IV. PREDICTIVE DATA MINING ALGORITHM

Random forests are an ensemble learning method for 
classification, regression and other tasks, that operate by 
constructing a multitude of decision trees at training time and 
outputting the class that is the mode of the classes 
(classification) or mean prediction (regression) of the 
individual trees. Random forests correct for decision trees' 
habit of over fitting to their training set.  

 

A. Random Forests Algorithm: The training algorithm for 
random forests applies the general technique of bootstrap 
aggregating, or bagging, to tree learners. Given a training set 
X = x1, …, xn with responses Y = y1, …, yn, bagging 
repeatedly selects a random sample with replacement of the 
training set and fits trees to these samples. For b = 1, …, B:  

a) Sample, with replacement, n training examples 
from X, Y; call these Xb, Yb. 

b) Train a decision or regression tree fb on Xb, Yb. 

     After training, predictions for unseen samples x' can be     
 made by averaging the predictions from all the individual 
 regression trees on x': 

 

 

       Figure 7. Random Forest algorithm

i. Each tree is constructed using the following algorithm: 
ii. Let the number of training cases be N, and the number of 

variables in the classifier be M. 
iii. Number of m of input variables to be used to determine 

the decision at a node of the tree; m should be much 
less than M. 

iv. Choose a training set for this tree by choosing n times 
with replacement from all N available training cases 
Use the rest of the cases to estimate the error of the 
tree. 

v. For each node of the tree, randomly choose m variables 
on which to base the decision at that node. Calculate 
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the best split based on these m variables in the 
training set. Each tree is fully grown and not pruned. 

 
 

 
 
 

 
Figure 8. Illustration of proximity value calculation using Decision Tree

 
 
For prediction a new sample is pushed down the tree. It is 
assigned the label of the training sample in the terminal 
node it ends up in. This procedure is iterated over all trees 
in the ensemble, and the average vote of all trees is reported 
as random forest prediction. 
 

B. Random Forests Algorithm Analysis 
Comparing the two methods, Random Forests are faster 

to train, but they often require deeper trees than GBTs to 
achieve the same error. GBTs can further reduce the error 
with each iteration, but they can begin to overfit (increase 
test error) after too much iteration. Random Forests do not 
overfit as easily, but their test error plateaus. 

 

Figure 9. Scaling random tree algorithm with training data  

 

 

Figure 10. Effect of using larger training datasets
 

With more data, both methods take longer to train but 
achieve better test results. 

 
Both methods are significantly faster when using more 

workers. For example, GBTs with depth-2 trees train about 
4.7 times faster on 16 workers than on 2 workers, and larger 
datasets produce even better speedups. To understand and 
use the various options, further information about how they 
are computed is useful. Most of the options depend on two 
data objects generated by random forests. Random Forests 
train each tree independently, using a random sample of the 
data. This randomness helps to make the model more robust 
than a single decision tree and less likely to overfit on the 
training data. GBTs train one tree at a time, where each new 
tree helps to correct errors made by previously trained trees. 
With each tree added, the model becomes even more 
expressive. 
 

In the end, both methods produce a weighted collection 
of Decision Trees. The ensemble model makes predictions 
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by combining results from the individual trees. The figure 
below shows a simple example of an ensemble with three 
trees. Since each tree in a Random Forest is trained 
independently, multiple trees can be trained in parallel (in 
addition to the parallelization for single trees). MLlib does 
exactly that: A variable number of sub-trees are trained in 
parallel, where the number is optimized on each iteration 
based on memory constraints. GBTs: Since GBTs must 
train one tree at a time, training is only parallelized at the 
single tree level. We would like to highlight two key 
optimizations used in MLlib: Memory: Random Forests use 
a different subsample of the data to train each tree. Instead 
of replicating data explicitly, we save memory by using a 
TreePoint structure which stores the number of replicas of 
each instance in each subsample. 
 
Proximities are used in replacing missing data, locating 
outliers, and producing illuminating low-dimensional views 
of the data. In random forests, there is no need for cross-
validation or a separate test set to get an unbiased estimate 

of the test set error. If the number of variables is very large, 
forests can be run once with all the variables, then run again 
using only the most important variables from the first run. 
For each case, consider all the trees for which it is OOB. 
Subtract the percentage of votes for the correct class in the 
variable-m-permuted OOB data from the percentage of 
votes for the correct class in the untouched OOB data. This 
is the local importance score for variable m for this case, 
and is used in the graphics program RAFT. 

 
B. KDD Methodologies 

Community Health Analytics process involves multiple 
stages of pre-processing, processing and post processing.  
During the Pre-Processing Stage, data is selected from 
multiple sources, aggregated and cleansed. During the 
Cleansing process, invalid and redundant data would be 
removed from the target data. Different Algorithms are 
applied for each step as shown in figure below. 
 

     
Figure 11. KDD process flow 

In the processing stage, data is transformed and data- 
mining algorithms are applied. The entire data mining 
process involves 

i. Classification - During this step, data is analyzed 
using algorithms such as Naive Bayes to identify 
groups with probability of encountering risks 
among the total population. 

ii. Clustering - In   the   clustering   process, similar 
groups are identified based on the risk level 
and categorized as high and low risk groups. 

iii.  Decision tree analysis - During this process, the 
effectiveness of existing preventive measures are 
tested. This step is to identify the key risk factors 

that affect community health. 
 

C.Supervised Learning 
During the Supervised Learning process, data is split into 

training data and test data. Training data set consists of n 
ordered pairs (F1, Y1), (F2, Y2)... (Fn, Yn) where Fi is the 
measurement of a single example data point and Yi is the 
label for that particular data point. In our case, Fi may be 
the vector of several measurement of the particular county 
like Diabetes, cancer temperature, food habits etc. The 
corresponding Yi might be the classification of county 
whether it is prone to the particular disease or not. We 
divide the training sets on the basis of factors that are the 
major cause of deaths like cancer, diabetes, Heart disease 
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etc. IN each group we analyze and say which age group or 
which race is in high risk. 

 
D.Approach 

Real-time stream processing is done when data has to be 
processed continuously and in fast pace. In traditional 
database model of Analysis, data is stored in   clusters;   it   
is   then   indexed   and   eventually processed by queries. 
Whereas in stream processing, data is taken for analytics 
while it is being streamed into the server. Streaming 
Analytics continuously calculates mathematical or 
statistical analytics on inbound data streams. Continuous 
queries are used for processing the real-time streaming 
data. Continuous queries are similar to SQL queries which 
operate over time and buffer windows. Architecture of 
stream processing supports high availability, fault 
tolerance and scalability in order to analyze data in 
motion. It can also connect to external data sources, 
allowing application to select the type of data they want 
to send into the application flow for processing. Real-time 
stream processing can also update an external database 
with processed information. 
 
E. Benefits 

The traditional form of data analytics is capturing, 
storing the data and then deriving insights from data 
warehouses. But with increase in speed of business, 
enterprises are continuously producing vast volumes of 
high velocity data in countless formats. Processing and 
analyzing these continuous streams of data as soon as they 
are captured helps in making decisions in real-time. 
Parallel stream computing can solve any complex business 
use case easily, for example, real time stream processing of 
an online shopping data, improves customer experience by 
customer centric marketing. 
 

We are considering the data from various external 
sources such as the data from cdc.gov and data.gov, health 
records from the hospitals and online and also considering 
the live stream data using all the Internet of things and 
wearable devices like watches, Fit bands and phones used 
by public. These devices will tries to collect all the data 
from the person’s daily activities and stores in it that we can 
use it in our system while collecting data.  This is all the 
real time data that is recorded into the devices.  The 
information from all the sources will be stored into a cloud. 
On top of which the Big Data storage is used to store these 
huge data records as this is the continuous process due to 
the real-time data that comes all the time. The Data 
Discovery Platform and Data Analytics Portfolio will help 
in cleaning the raw data or the unstructured data into the 
Cleansed and Structured data. Data cleansing is done very 
carefully it can lose some valuable data as every detail 
about health is valuable in predicting the health 
recommendations. All the data stored in storage MongoDB 
is sent for data cleansing and it is done the data will be 
stored in the Amazon RDS. This step is done in Data 
Discovery part after data cleansing the data is stored in 

Amazon RDS. All the data analytics and is done on the 
cleansed data and then the system makes the 
Recommendations for the user in the system. All this 
happens in the Business Intelligence Portfolio level. 

 

 
Figure 12. System Interface and Connectivity Design 

 
H. System Data and Database Design 

In order to predict the health care records we are suing 
the Machine Learning Algorithms. In this process we are 
using the training data set from all the external sources and 
we are training the system. The training Dataset is 
Preprocessed and segmented and then sent to the Feature 
Extraction and Selection. Then we check for the accuracy 
of the structured data we got. If the data is found not 
accurate we send it to the preprocessing and segmentation 
again checking for the recommendations. We are 
considering both training data and test data from cdc.gov, 
data.gov and other health record sources. We are doing 
training Data: Test Data at 80:20 ratios. The whole system 
will be trained based on the training data after gets 
cleansed. Then the test data is considered for prediction. 

       
I. System Interface and Connectivity Design 
 All the data collected stored in the Databases, Data 
warehouse, and World Wide Web and all other repositories 
is cleansed and integrated through selection. Then it is 
stored into the Data warehouse servers. Then it is moved to 
Data Mining Engine by applying the Knowledge Base 
having all the Prediction Algorithms. Considering all the 
data the Data Analytics and Pattern Evaluation is done on 
fetched data. All this data will be displayed to user through 
Interface by doing the Data analysis by recommending to 
the user on user facing page. 

 
J. System Component API and Logic Design 
 The Customer/ User will log into the Cloud network 
checking for his/her health details. All the Cloud is in the 
Amazon EC2/Elastic Beanstalk. In this the model will take 
the inputs from the training Data and designs a model for 
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the specific factors in the model. Aggregation is done on 
the training data by implementing the Demographics, Risk 
Factors, Vulnerability on which the pre-processing is done 
and transformation of the input data. In the designed 
system, all the input data is taken from external sources like 
CDC Center for Disease Control, IOTs and Wearable 
devices like phones, watches etc. All the existing data and 
real-time live data are taken into consideration. We are 
considering the test data from the California County Health 
data and training data from the Texas County health data. 
Depending on the Customer search the results will be 
shown on the screen. 

 

V. SYSTEM TESTING AND EVALUATION

 We are taking after prototyping model of item 
development. Software testing is an investigation conducted 
to provide stakeholders with information about the quality 
of the product or service under test. Software testing can 
also provide an objective, independent view of the software 
to allow the business to appreciate and understand the risks 
of software implementation. Test techniques include the 
process of executing a program or application with the 
intent of finding software bugs (errors or other defects). We 
will test our model at each and every stage. Unit Test: We 
will utilize Java as the essential language for development 
of our code, so we will compose JUnit test to perform unit 
tests on the code.  
 

i. Integration Testing: After consolidating each and 
every module we have to perform integration 
testing with the code. 

ii. White Box Testing: We will perform tests to test 
internal logic of our code base is Redress or not by 
conducting white box testing on the code.  

iii. Black Box Testing: Contingent upon our utilization 
cases we have to do black box testing on our final 
code to check on the off chance. 

 
As testers we have to work to understand this metadata 
database and the relationships that exist between it and the 
data. This knowledge allows us to create test archives in 
which each layer in the system behaves exactly as it would 
in a massive production system, but with a much lower 
setup and storage overhead. By essentially “mocking” out 
very small partitions for all but a target range of dates or 
imports, we create a metadata layer that is representative of 
a much larger system. Our knowledge of the query 
mechanism allows us to seed the remaining partitions with 
realistic data to service a customer query across that data 
range that is functionally equivalent to the same query on a 
much larger system. Big data is a growing market requiring 
specialist products, which in turn needs specialist testing. 
Performance testing as a devoted performance phase is no 
longer available to us when working with agile 
methodologies. To support our adoption of agile methods, 

as testers we need to constantly use our creativity to find 
new ways of executing important performance and load 
tests to provide fast feedback within development iterations. 

 
Here we have presented a few of the methods that we 

have used to try to address these challenges and support a 
successful big data product. This is certainly not a static list, 
as big data is getting bigger by the day. Even as I write this 
we face greater scalability challenges and increased use of 
cloud resources in order to ramp up the testing of our own 
Hadoop integration and consolidate our next step in the 
scalability ladder. As more companies look to move into the 
big data arena, I believe that testers are going to be a critical 
factor in the success of these organizations through their 
ability to devise innovative ways of testing massively 
scalable solutions with the resources available to them. Our 
task obliges us to forecast the data for 9 Modules with 
individual 31 segments. For each module part combine we 
have to gauge information from Jan 2010 to Jul 2011. This 
is our test data. We have prepared the model with the data 
for individual module part sets. 

 
We decide the accuracy by using the following Goodness of 
Fit tests: 

i. R-squared: This test will assess the extent of total 
variation in the series clarified by the model. 

ii. Stationary R-squared: It compares the straightforward 
mean model with the stationary part of the model. 
It is ideal when there is a seasonal pattern or trend. 

iii. RMSE (Root Mean Square Error): It gauges the 
variation of the influenced series from its model. 

iv. MAPE (Mean Absolute Percentage Error): Calculates 
the variation of various dependent series from their 
model-predicted level. 

v. MAE (Mean absolute error): Calculates the variation 
of series from its model-predicted level 

 
We have gathered a large dataset of US health records. We 
have preprocessed the information and sifted out the 
significant lines and sections out of it. We are taking after 
the essential ideas of data mining and utilizing Knowledge 
disclosure as a part of databases (KDD), as indicated by 
KDD rules; we have partitioned our data into two sections: 
Training data and test data in an 80:20 proportion. Training 
data is utilized for machine learning is called as training 
data. It is otherwise called as seen data. Inside the training 
data set we will subdivide it further into training dataset and 
validation dataset in an 80:20 extent. Validation data is 
utilized to tune the model, and it can't be utilized for testing. 
Test data is information, which has been particularly 
recognized for utilization in tests, normally of a PC 
program. Some information may be utilized as a part of an 
affirming route, normally to confirm that a given 
arrangement of data to a given capacity creates some 
expected result.  
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VI. CASE STUDY

Predicting Disney’s Frozen: This section demonstrates 
how an analyst would use our system to predict Frozen’s 
opening weekend gross. This process consists of multiple 
steps, which can be iteratively traversed in different ways. 
However, we suggest the following procedure. First, the 
user gets an overview of the Twitter and Youtube 
comments using the dual-y-axis line chart to compare 
movies released together. Second, details can be 
investigated using the detail pages of the candidate movie. 
Third, the user can explore similar movies and compare 
their gross, as well as how well the baseline model 
performed for them. After having a general impression of 
the expected revenue, the user can navigate to the Feature 
Selection tab to explore and select features or filter movies 
to create a model. Finally the user can build and explore 
different models and their prediction ranges in the Explore 
Models view. Step 4 and step 5 can be iteratively applied 
until the user feels they can make a confident prediction. To 
illustrate these 5 steps, we will take Frozen as an example. 
We quickly see that online chatter (Tweet and YouTube 
comment volume) about Frozen is not dominating the other 
weekend movies, in fact it is trending similarly to the movie 
Black Nativity.  
  
 This phenomenon indicates that it is unlikely that Frozen 
will obtain an anomalously large gross as the market will be 
shared by competitors. In the second step, using the detailed 
view of Frozen the Tweet sentiment is analyzed. One can 
see frequent Tweet keywords and the sentiment polarity. 
Also, the retweet volumes provide information about users’ 
interest in the movie and the advertisement campaign. We 
can see that Frozen does not have a large Tweet and retweet 
volume compared to other blockbusters; however it does 
have a very positive sentiment (bluish dots). The movie 
sentiment score for Frozen is approximately 0.8 which is 
very high among all 112 movies having Twitter data. In the 
third step the similarity widget is explored. This reveals that 
movies similar to Frozen were under-predicted with the 
baseline model, which predicts about $44M for Frozen. The 
fourth step focuses on the analysis and selection of the 
movies features. There are two main views for feature 
selection: the correlation view showing relationships 
between a feature and the revenue, and; the relationship 
among features depicted in the PCP view. From our 
baseline model we select the number of opening screens, 
the budget and the weekly average of Tweet counts as an 
initial feature selection. This gives us a model with R 2 ad j 
� 0.58. To further improve the model, we add another 
feature, view counts of the movie’s YouTube trailers, and 
built both an SVM and LIN model. R 2 ad j improved to 
approximately 0.6 while the prediction deviations from the 
different folds decreased. Next, using our background 
knowledge, we explore the genre of this movie (in this case 
the genre is “Family”). While adding the Family feature to 
the Parallel Coordinates, we find that the gross distribution 

for Family movies is significantly different to most non-
Family genres. Thus, for our last prediction iteration, we 
add the family feature to the model. We obtained an R 2 ad 
j score of 0.745. Finally, we review the Model Prediction 
Comparison graph and decided to finalize our prediction 
between $60M to $70M based on the best performing 
models. 
 

VII. CONCLUSION

We have successfully designed and developed a model, 
which can predict the state of a person’s health on 
providing the symptoms as input and analyze pattern of 
disease growth. We were able to generate knowledge from 
a bulk of unstructured data sets and successfully 
implemented it into a web application. Our model is based 
upon the Naïve Bayes classification algorithm, thus our 
application recommends diseases very efficiently resulting 
in reduced treatment costs. This model can diagnose a 
disease from its symptoms provided by its users. Our 
application will describe the disease to the patients and also 
provide a preventive measure as a first hand opinion.  

 
Once the disease is identified, delivering the correct care 

to the patients optimizes treatment cost. Thus, we are 
aiming to increasing the quality and efficiency of health 
care. The project will be a prototype of the concept build on 
top of Naïve Bayesian classification algorithm run on 
Apache Mahout. This is the question that is being asked by 
governments, physicians and patients around the world as 
despite American citizens having a lower life expectancy 
than Greeks, Spaniards and Norwegians; more is spent in 
America though, in terms of GDP, on healthcare than any 
OECD country. Healthcare providers and payers are 
increasingly turning to Big Data and analytics, to help them 
understand their patients and the contexts of their illnesses 
in more detail. Also average life expectancy of people can 
be increased if they are delivered the appropriate care from 
early stages. In future by analyzing the data about each 
patient's treatment results, our model can predict even better 
health care suggestions for them. The aim is to learn what 
treatment works for whom. We have gathered a large 
dataset of US health records and have preprocessed the 
information and sifted out the significant lines and sections 
out of it. We are taking the essential ideas of data mining 
and utilizing Knowledge disclosure as a part of databases 
(KDD), as indicated by KDD rules; we have partitioned our 
data into two sections: training data and test data in an 
80:20 proportion. Data utilized for machine learning is 
called as training data. It is otherwise called as seen data. 
Inside the training data set we will subdivide it further into 
training dataset and validation dataset in an 80:20 extent. 
Validation data is utilized to tune the model, and it can't be 
utilized for testing. Test data is information which has been 
particularly recognized for utilization in tests, normally of a 
PC program. Some information may be utilized as a part of 
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an affirming route, normally to confirm that a given 
arrangement of data to a given capacity creates some 
expected result.
 

Throughout the course of this project we have cooperated 
and coordinated very well as a team. Application is 
deployed in AWS EC2 machine in Linux environment. 
Data will be stored in AWS RDS in MySQL database. 
Application access AWS RDS through VPC (virtual private 
cloud). Each instance is associated with Security groups 
and specific ports are enabled with security groups to 
enable direct access of application with database. Large 
data is handled in HDFS (Hadoop file system) and query is 
made to HDFS through PIG and Hive commands to get the 
specific data. Dataset is in .csv format and given as input to 
Mahout programming which invokes Naïve Bayes 
classification algorithm and run the .csv dataset on top of 
Hadoop platform. Results are continuously stored in AWS 
RDS database. Development of this project has given us a 
complete hands-on experience of software development. 
There have been any challenging moments for us while 
designing and developing the project but at the end we feel 
confident as full-stack developers. This application can help 
government and health organizations to be proactive about 
health of the society and hence would increase overall life 
expectancy of the people. This can help developing 
countries also to use this analysis and treat their people in a 
better way by using means used by developed countries. 
This model is also helpful in giving support to doctors in 
assisting them giving their diagnosis more confidently and 
faster treatment of the patients. 
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